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Abstract

This is a crash-course, greatly simplified, in calculus on manifolds, the fundamentals behind General Relativity and the prerequisite for Black-Hole physics, amongst other disciplines in physics. It’s also the place in physics where covariance and contravariance laugh the loudest. This assumes you know calculus of one variable pretty well and have seen some calculus of multiple variables. It also assumes you are fluent with function composition and the language of types that Erik and I have been harping on for years. That’s because 

Covariance and contravariance arise directly from compositions of functions.

Very roughly, consider a parametric curve  in space, that is a function  from a real-number parameter  producing points in -dimensional space. Imagine further a function  that takes points in -dimensional space and produces values in some other, say, -dimensional space. How does  vary along the curve, specifically with small changes in the parameter ? The traditional mathematical notation for examining this is woefully inadequate but still picturesque in a 19-th century way. In this notation, the rate of change of  with  along the curve, the directional derivative, is



Anyone can immediately see the co-and contra- lurking in this expression. Now here’s the trick. Insist that the value of  not depend on inessential, more-or-less arbitrary choices in the coordinate system. Compute some NEW coordinates, , say by scaling the OLD coordinates  as in . We immediately see



and  therefore has the same value in both coordinate systems, even though its two factors changed in opposite directions. We say that one changed covariantly and the other contravariantly, but which is which? We answer by examining derivatives of the coordinate transformation, . If the components of a quantity  in the NEW coordinate system, namely , are equal to the product of  and , the components in the OLD coordinate system, we say the quantity  is covariant. If the components  are equal to the product of  and , we say  is contravariant. More mnemonically

	 is covariant if
	



	 is contravariant if
	





A way to remember this is
	CO
	NEW is OLD times OLD

	CONTRA
	NEW is NEW times OLD


 
In our example, 



	
	
	equation
	variance

	


	


	


	covariant

	


	


	


	contravariant



Quantities that transform like  are covariant, also called co-vectors, gradients, or 1‑forms. Quantities that transform like  are contravariant, also called just vectors or tangent vectors. 

The rest of this note makes the idea above precise and introduces an adequate notation consistent with type-safe function composition.
Parametric Curves

Let  be a function from the reals  to a differentiable manifold 𝕄, considered as an abstract space of points. The following declares the type of  as function from ℝ to 𝕄:



and the following illustrates notation for the value of  at a given : 



Under certain circumstances,  describes a parametric curve, with  being the parameter. Physicists mostly restrict their attention to these circumstances. 
Manifolds, Charts, Coordinate Systems

Let 𝕄 be a manifold. That means (except for singularities) it is locally Euclidean, meaning that it has charts or coordinate systems, that is, maps from points  to Euclidean ‑vectors, that is, to ‑tuples of real numbers. Write such maps as





The second equation shows the  individual components of  as the values of  individual functions of type  evaluated at point . Any function  is equivalent to an ‑tuple of functions . The values of these component functions at a point  are the coordinates of  in the coordinate system . So we write, equivalently,





Example 1

Consider the Euclidean 2-plane, , and two coordinate systems on this manifold, the Cartesian and the polar. 

In the Cartesian coordinate system, assign to any point  a unique pair  of real numbers, and vice versa, meaning that each member of the Cartesian product  also gets a unique point . This coordinate system has no singularities – in fact, this manifold has no singularities. This coordinate system also covers the entire manifold; in general, coordinate systems only cover parts of manifolds. 

In the polar coordinate system, each point  also gets a pair of numbers: the radial distance of  from the origin and the angle of a radial ray through  from a canonical, -angle ray. But there are some problems. First, we must restrict the angular values to some half-open interval of length — almost always chosen as — so that the angle function in the transformations discussed below will be single-valued. Second, we can’t define the angle of the point at the origin except by fiat: there is a singularity in the coordinate system. This kind of singularity is inessential or avoidable, since it does not appear in all coordinate systems. Nevertheless, it affects the technical details of the calculations.
Transformations, Jacobians

Where two coordinate systems overlap (except at singularities), a manifold guarantees that there are differentiable maps amongst them called coordinate transformations. That is, if  and  are two coordinate systems defined at the same point , then, in a neighborhood  of  (loosely defined, here; see references on calculus on manifolds), we have the following transformations:



 takes a vector of coordinates in the  system and produces a vector of coordinates in the  system, and vice versa for . Viewed as -tuples of functions to ℝ, applied to values of the coordinate-system functions at a particular point , they are

	
	

	



Written as compositions, all of type , we have



or, componentwise, now all of type :

	
	
	(1) [bookmark: Transformations][bookmark: _Ref239327232]



The manifold also guarantees existence of all the  derivatives, here as the Jacobian matrix:

	
	
	(2) [bookmark: Jacobian]



where the 's are interpreted in equation ‎(2) as variables in the definition of  in the usual way for partial derivatives. The matrix contains functions since the partial derivative of a function is a function. To perform computations, of course, we must evaluate the functions at a particular point of the manifold. 𝕄 also guarantees the existence of the inverse Jacobian matrix .

Let's improve the notation.  really means "the partial derivative of the function  with respect to its -th argument." The  in  is a red herring; only the  is valuable. Better to write , getting

	
	
	(3) [bookmark: ImprovedJacobian]



Example 1, Continued

Continuing the example of , let  be the Cartesian coordinate system with component functions  and  and let  be the polar coordinate system with component functions  and ; that is, define the functions, each of type , 



The transformations of equation ‎(1) become

	
	
	(4) [bookmark: CartesianAndPolar]



where  gives the value between , inclusive, and , exclusive, such that  and  where . These equations, of course, express relationships amongst values of functions at the point  in the neighborhood  of . 

Leaving off , write shorter equations expression relationships amongst functions, being careful to interpret  really as the functional composition of  and  and the apparent product of functions  really as the function from 𝕄 that produces the product of values  for , and so on for  and  and the arithmetic functions, effectively promoting algebra on values to a parallel algebra on functions:



Since other equations, looking just like these, hold for particular values of the functions, humans are often not careful to distinguish the equations for functions from the equations for values, but they are of different types.

But this compact notation makes the the Jacobian matrix easier to read, so long as we remember that it’s a matrix of functions:



and the inverse, again being careful to read the entries as functions



using  as shorthand for the function  inside the matrix.
Functions Defined on the Curve

Now, consider some function  defined on the curve  and producing values in some set . Usually,  is , but it’s sometimes the tangent bundle of another manifold, or the co-tangent bundle. It really doesn’t matter much so long as the following hold: 
· we can take derivatives of , that is, we can add and subtract values in  and in 's domain, and take limits of the ratios
· the parallelogram rule holds in , meaning there is an orthogonal set of bases
· and we can multiply values in  by real numbers and always get values in  

We want to compute directional derivatives of  along the curve , addressing the question of how  changes when the point  along the curve moves a little because the parameter  changes a little. 
Digression on the Chain Rule

The chain rule of the calculus of one variable teaches us how to compute the derivative of a composition of functions from  to  as the product of the values of the derivatives. Given  and  then, in traditional notation: 

	
	
	(5) [bookmark: OldChainRule]



We must read this notation as a relationship amongst functions, but it is inadequate because it doesn’t denote where the arguments go and it doesn’t extend to cases where  and  are of different types.  It’s shorthand for a relationship amongst values, really asserting that the function , evaluated at , is the product of the function  evaluated at  and the function  evaluated at :

	
	
	(6) [bookmark: CorrectChainRule][bookmark: _Ref239327260]



What does this mean?  is a number expressing the rate of change of  at the point . More generally, the number  expresses the best linear approximation to changes in  in a “small neighborhood” around , in the sense that  evaluated “near” , say at , equals  evaluated at  plus an increment proportional to both  and this “best linear approximation” at :

	
	
	(7) [bookmark: ChainRuleInterpretation]



This holds when  is “small.” Precisely defining , “near,” and “small” is a lot of work, but if we accept them intuitively for now, the notation will hold up. 

Tink of   as a function rather than as a number. Applying it to an argument  is the same as multiplying it by . This concept takes us from one dimension to any number of dimensions if we take multiplication to mean matrix-times-vector multiplication. Think of  as a matrix and of  as a vector. 

This is extremely important and bears emphasizing. Linear functions are special. They are proportionalities. The whole subject of calculus is about finding linear functions that incrementally (or affinely) approximate general functions. 

Application of linear functions is multiplication.

Haskell notation for general function application honors this special status of linear functions. Haskell function application looks like multiplication, even for functions that are not linear. Instead of the traditional notation  for applying the function  to the argument , Haskell always uses , even when  is not linear. This looks just like multiplication in traditional notation! We’ll continue to use the traditional , always bearing in mind that linear functions are special.

But there’s more.  If  and  are linear, then  is . Since  is associative, write this as  and think of  as a linear function in its own right. But we already know we can think of  as the application of the composed function  to the argument . We’ve discovered that composition for linear functions is multiplication. This idea also extends to any number of dimensions under matrix multiplication:

Composition of linear functions is multiplication.

Check the types in equation ‎(7): 



Using improved  notation, and realizing that for functions of one variable  needs no subscript, write

	
	


	(8) [bookmark: ChainRule]



Equations ‎(5) through ‎(8) all say the same thing, just ‎(8) in the most compact way and in the way most stylistically aligned with the language of composition of typed functions. To summarize and reiterate:

·  is a linear function that best approximates changes in  near . That is, it’s a linear function that, applied to (multiplied by) an increment , produces an approximate increment in , that is, . 

· This means that  is a function that produces linear approximations at any .

·  is a linear function that best approximates changes in  near . That is, it’s a linear function that, applied to (multiplied by) an increment , produces an approximate increment in , that is, . 

· This means that  is a function that produces linear approximations at any 

·  is a linear function that best approximates changes in  near . That is, it’s a linear function that, applied to (multiplied by) an increment , produces an approximate increment in , that is, .

· This means that  is a function that produces linear approximations at any .

Now rewrite the second part of equation ‎(8) like this



This presents the intuitive framework around which we could construct a formal proof of the chain rule.
Realizations of Functions on a Manifold

Back to our original , generally, we don’t have a direct way to add or subtract points , the domain of , so we can’t directly define functions like . Coordinate systems solve the problem by local approximation of the manifold with -dimensional Euclidean spaces, where we can compute derivatives.

In a coordinate system , assume a realization  of : a map from -tuples of coordinate values to values in  such that



In other words, , both of type . 

Summarizing, we have the following typed functions and compositions:



The multivariate chain rule, which looks just the same as the univariate rule, teaches that

	
	
	(9) [bookmark: ChainRuleAppliedMultivariately]



remembering that  binds very tightly—tighter than composition. Notice we implicitly parenthesized the associative composition  as  because that’s the only way to do it that avoids trying to do calculations in , where we can’t. 

Check the types, following the scheme after equation ‎(8): 

·  is a linear function that best approximates changes in  near . That is, it’s a linear function that applied to (multiplied by) an increment , produces an approximate increment in .

·  is a linear function that best approximates changes in  near . That is, it’s a linear function that applied to (multiplied by) an increment  produces an approximate increment in . 

In traditional, 19-th century notation, this looks like the gradient  in a dot product with a tangent vector to the “curve” :  


This notation blurs the precise types and compositions of the functions involved, and makes it harder to think about what to do next, when we change the coordinate system! 
[bookmark: Exercise1]Exercise 1

Continue here the polar-coordinate sample. Invent a curve and express it in both polar and Cartesian components, and compute directional derivatives of some function realized in both coordinate systems.

SOLUTION: This exercise doesn’t have a single correct answer, of course, since it asks you to invent a curve and a function on the curve, but here is one answer. The curve – the first of two inventions – in the following diagram has these parametric representations:

	
	
	(10) [bookmark: Exercise1TheCurve]
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Below, we invent a function  and its realizations  and  in the two coordinate systems. But just assuming  in Cartesian coordinates  for a moment, its directional derivative along the curve  would be . The second part of this does not depend on , namely

	
	
	(11) [bookmark: Exercise1CartesianTangent][bookmark: _Ref239327169]



 must be a linear function that produces increments in the ‑dimensional output of  near , when applied to increments . At any given , the two values in the parentheses of equation ‎(11) are those two linear functions, that is, multipliers. Likewise, the ‑independent part of a directional derivative in the polar coordinate system  is

	
	
	(12) [bookmark: Exercise1PolarTangent]



In equations ‎(11) and ‎(12), we can interpret these multipliers as components of the tangent vector to curve  at point  in each of the two coordinate systems. In linear algebra, we call them column vectors. Keep in mind, though, that they are really linear-approximation functions that just happen to be multipliers because they’re linear. Keeping this in mind keeps us on track compositionally and makes all the calculations type-check. Blurring the distinction leads to all kinds of painful confusion, and the best reason to stop using the old, traditional notation of calculus is that it implicitly puns composition and multiplication back and forth all over the place, and you never really know just by looking at an expression whether its primary interpretation is compositional or arithmetic. 

Some authors abstract out  and define the tangent vector for a coordinate system  as an abstract operator  on parametric curves defined like this



Reading the right-hand side as “the function of  and  that produces . This is a fine idea, but entails some sort of “anonymous function” or “lambda” notation, here using . I prefer to stick with a more austere notation that sometimes generates longer expressions.

Back to the exercise; compose the realizations of some function  with these tangent vectors. Consider the saddle-shaped function illustrated below, which produces values in the reals:

[image: ]

Its realization in Cartesian coordinates is  (this is the second of our two inventions; the first was the curve). The directional derivative of  under the realization  along the curve  is the composition of  and . We have the latter in equation ‎(11), but we haven’t spelled out the former, because we didn’t spell out the multivariate chain rule. But there’s only one way to do it if it’s going to compose with equation ‎(11). That’s the power of the compositional style of mathematics: the forms of many things are automatic if they’re going to compose; you don’t have to spell everything out every time.  must compose with the two component functions of equation ‎(11) and produce a linear approximation function, that is,  something that, when applied to an increment  will produce an increment  in the co-domain of , the reals. Since  is, itself, linear, and composition is matrix multiplication,  must be a  matrix of reals: the  because the final composition is ‑dimensional, the  because its number of columns must match the number of rows of equation ‎(11). Write



Directly using the parametric definitions in equation ‎(10). Now compose (matrix multiply) with the Cartesian tangent in equation ‎(11) to get





	
	
	(13) [bookmark: dfxdx]



Check the analogous calculation in the polar coordinate system. By inspection, using the coordinate-transformation functions in equation ‎(4), write the realization of  in polar coordinates:





Now compose with equation ‎(12)


	
	
	(14) [bookmark: dfydy]



Since the right-hand sides of equations ‎(13) and ‎(14) are identical, we have found by direct calculation that the directional derivative of  along  does not depend on choice of coordinate system, at least for these two coordinate systems.
Changing the Coordinate Systems

In general, stipulate that the value  (that is, the best linear approximation to the rate of change of  at ) must not depend on the choice of coordinate system. This isn’t as tough a restriction as it sounds—it’s almost forced by the existence of coordinate transformations. What could be more natural than to define the realization  of  in the alternative coordinate system  by the compositions  and ? Equation (8) gave us  in the OLD coordinate system . Let’s write it out in the NEW system  and find out how that relates to the OLD , just as we did in the Abstract:



Since we never separate the compositions  and , abbreviate them as  and  to reduce clutter: 



Look at the derivatives separately. Apply the chain rule as needed:



Taking out the middle terms begins to reveal the covariance and contravariance:



Annotating, now

	
	
	(15) [bookmark: DirectionalDerivativeFinal]



See it? If not, go compare this with the Abstract. The only difference is that this one type-checks and uses the language of composition. 
Also, realize that  is nothing other than the Jacobian of equation ‎(3), and  is its inverse. 
EXERCISE 2: Type-check equation ‎(15) 
EXERCISE 3: Work out equation ‎(15) for polar and Cartesian coordinates in 2D, continuing from your results in Exercise 1. 
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